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I. Overview

IV. Computational Limitations of Batch Inversions

The regional geostatistical CO2 inversion uses continuous measurements of
atmospheric CO2 concentrations, and auxiliary variables related to CO2
exchange processes to quantify North American CO2 surface fluxes at 1o×1o
spatial and 3-hourly temporal resolution for the year 2008.

Conventional means of generating inverse estimates of CO2 flux in a ‘batch’ mode (as shown in
Box II), i.e., running the atmospheric transport model once per estimated flux region and period,
or once per observation is no longer feasible due to the large size of the matrices and vectors and
the expense associated with running the transport model.

Fluxes are computed without relying on prior flux estimates; the approach
accounts for uncertainties and covariance associated with measurement and
transport errors and spatial flux distributions.

To address these computational bottlenecks, several Data Assimilation (DA) techniques have
recently been developed (e.g., Baker et al. 2006; Peters et al. 2005; Zupanski et al. 2007). These
DA techniques can be grouped into ensemble and four-dimensional variational (4DVAR) methods.

Due to the increase in CO2 concentration data in recent years from in-situ
measurement towers and satellites, the ‘batch’ solution to the CO2 inverse
problem has become computationally infeasible. To overcome the
computational limitations of performing these inversions, we propose the
application of a large-scale data assimilation (DA) parallel software system for
computing global carbon fluxes.

The ensemble method addresses the inverse problem by using a finite-size ensemble to represent
the error covariances, thus reducing the computational cost and dimensions of the problem. The
variational method recasts the inverse problem as a numerical minimization problem, and then
solves it using an iterative descent optimization algorithm.

II. Inverse Modeling of CO2

where:

The data ingestion system is a parallel software
infrastructure for rapid, autonomous acquisition of
observational data. In contrast, the data assimilation
system is a parallel system assimilating in-situ and satellite
observations of CO2 concentration data. The carbonclimate surveillance system analyzes the assimilated data
for spatio-temporal trends in the CO2 flux maps, and the
visualization system serves as a web-based platform for
distributing results to researchers, decision makers, and the
public through web-based applications.
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z(34000×1)
H(2000000×2000000)
s(2000000×1)
R(2000000×2000000)
X(2000000×60)
β(60×1)
Q(2000000×2000000)

: CO2 concentrations
: Transport Matrix
: Estimated CO2 Flux
: Model-data Mismatch Matrix
: Auxiliary Variables
: Estimated Drift Coefficients
: Covariance Matrix

This inverse problem is solved on NASA’s PLEIADES supercomputer by (1)
computing H from running the WRF-STILT transport model (2) using an outof-core 1D cyclic matrix distribution of H for performing matrix
multiplications in the objective function, and (3) solving associated linear
systems of equations for computing s and β (Gourdji et al 2010).

III. Inversion Results (2008)

North American CO2 pseudo-data flux estimates for June 2008 from
‘batch’ GIM (B), geostatistical ensemble DA (C), and geostatistical
4DVAR (D) are compared to “true” fluxes obtained from CASA (A)

The diagram on the left depicts the CO2 data assimilation
software system. It consists of four major components that
share a common data pipeline, shown by the blue arrows.

The criterion of remaining close to a prior flux estimate is replaced by a
criterion of preserving a spatial and/or temporal correlation in the distribution
of the CO2 flux residuals. The objective function for the problem is:
Ls, β =

Due to the complexity and uncertainty
inherent in the CO2 flux maps, automated
methods for anomaly detection, informed
by scientific expertise, are essential. Given
that the proposed system will produce new
global flux maps at 8 or 16 day intervals at
1o×1o spatial resolution, an analyst seeking to
understand years of data may be
overwhelmed by the sheer volume of
information.

V. Design of Large Scale Parallel Data Assimilation System

The geostatistical inverse modeling (GIM; Michalak et al., 2004) is a Bayesian
method in which a model of the trend of the CO2 flux distribution replaces the
prior flux estimates used in traditional Bayesian inverse modeling.

VIII. Carbon Climate Surveillance System

Each of these components consists of a set of processors,
memory, and a high-speed network interconnect (not
shown) and local disk storage.

Patterns that appear to be significant
visually may in fact be within the margin
of error, and thus prone to misinterpretation. For these reasons, we will
develop automated methods for anomaly Difference in the estimates of North American
detection to guide the user while accounting biospheric CO2 flux from six different forward
models for the period of June to August 2002.
for uncertainty in the estimation process.
Our system will offer users the ability to answer a variety of questions related to
anomaly detection. Single-method analysis will allow the user to examine, explore and
visualize a sequence of maps produced by a single DA method with a specific prior and
system matrix, and identify anomalous patterns in the sequence of CO2 flux maps
produced by that method.
In specific instances, where disturbances, such as weather-related events or changing
crop patterns are known to have occurred, single-method analysis will offer a way to
evaluate a DA method's ability to detect particular kinds of anomalies. When the
occurrence of a specific disturbance is not known, the single-method analysis guides the
user to specific regions and times where the user's energy should be focused.
Multiple-method analysis will allow the user to compare and visualize (sequences of)
maps produced by two or more DA methods. As illustrated above, different
methods/models can produce widely varying flux estimates. Our analysis tools will
allow the user to assess which methods are best suited for the detection of certain kinds
of anomalies.

IX. Visualization System

VI. Data Ingestion System
The Data Ingestion system at right discovers and remembers
sources of data, and ensures that new data appearing at a source
are staged to local disk. These functions are realized through
autonomous software agents supporting plug-in modules.
Discovery agents are responsible for autonomously
recognizing new data, using HTTP, FTP or RSS.
Acquisition agents are responsible for autonomously
determining what data need to be copied, connecting to the data
source, and staging the processed data to local disk storage. A
locking protocol ensures that multiple and/or multithreaded
agents maintain consistent access to shared objects.
We will use the Linux operating system on Intel multicore
hardware, incorporating open-source software to the maximum
extent possible, e.g., making use of the TORQUE open-source
batch queuing system as a scalable way of scheduling agents
and tasks from the other software components.

VII. Data Assimilation System
We have completed the algorithm prototyping for ensemble and variational DA methods within
both Bayesian and geostatistical frameworks. As part of the proposed software system a DA
system comprising options to perform both Bayesian and geostatistical DA would be developed. An
overview of available modules/algorithms that will be available as part of this software component
is shown at left.
To increase the modularity in the software, each DA method will be designed as a standalone
module, though having maximum commonality with other DA methods in terms of inputs and
outputs. The modular architecture of the proposed DA software will provide a platform to
researchers for swapping DA algorithms and transport models, thereby helping in assessing their
computational efficiency and influence on the estimates of CO2 flux.

The 2 monthly gridscale CO2 fluxes for the year 2008 in North America.
The regions shaded in blue represent areas of carbon uptake whereas
regions shaded in red represent areas of carbon release.

Proposed algorithms in the DA software component. Note:
Availability of algorithms in the colored box with dashed lines will
depend on resource constraints during the duration of this project.

We plan to use Fortran and C++ as a development environment, and will parallelize our code
using industry standard parallel application programming methodologies such as OpenMP and
MPI. Parallelization of the DA software component will make the proposed software
computationally scalable, with the goal of producing global maps of CO2 fluxes and their
uncertainties at spatial resolutions of 1o×1o and at temporal resolutions ranging from 8 to 16 days in
less than 8 days of computation for the entire pipeline as shown in Box V.

Screenshots of CO2 datasets rendered in
Google Earth.

Example of browser-based interface for
visualizing and downloading the Data
Assimilation modeling results

The value of the proposed software system will be fully realized by connecting the
models and analyses with a visualization system that has the capacity to transmit the
information contained in these results in a simple but meaningful way.
In order to effectively use these results for supporting scientific analysis and decision
making, a simple web-based data management and visualization system will be
designed and implemented.
This system will have the capability to store and perform simple analysis, and to
format the datasets for presentation on web pages. It will act as the primary interface
for providing access to the results from both the DA and Carbon-Climate
Surveillance System.
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